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mental mesh Compressionb Encoding and Compression

Introduction

Computer hardware now makes it possible to generate, manipate and render geometric data sets reaching
hundred of millions of primitives. This huge volume is a maja challenge both to software rendering
algorithms and to hardware ones. The two main technologies thich mental mesi" provides to tackle this
are geometry compression and scene optimization.

Client-side rendering applications, such as 3D players engolded into web pages, multi-user game authoring
systems, and other mesh-centric software often require thigansfer or storage of large meshes whose size
is undesirably, or even unacceptably, limited by hardware anstraints or interactivity requirements. The
technology provided by mental mesh 3D compression solves th problem by signi®cantly reducing data
needed to represent a mesh while preserving topology and glitg. The mental mesh compression algorithm
accepts any triangle mesh as input, including degenerate giees, and produces a compressed data stream
which allows reconstruction of the mesh within user-chosemuantization tolerance.

Massive and complex 3D scenes are often not well suited to afi@nt hardware rendering, mainly because
of suboptimal vertex layout and numerous small meshes. Thethnology provided by mental mesh scene
optimization offers a fully automatic way to merge, simplify and optimize a set of 3D objects. The
optimization algorithm accepts any triangle mesh as inputincluding degenerate meshes, and produces a
smaller set of objects well-suited for hardware rendering.

This document outlines the basic approach of mental mesh cgmession and scene optimization, presents
features of the algorithms developed, and provides infornteon to substantiate the bene®ts of mental mesh.

mental mesh Compression

The mental mesh 3D compression algorithm is an improved, prarietary version of the algorithm in [1].

It quantizes mesh vertices, and then uses a region-growingparoach to encode the mesh as a stream of
symbols which are then compressed. The compressed mesh carumpacked in a symmetric decompression

and decoding process. More detailed information about mestompression techniques can be found in [1].

Encoding and Compression

The ®rst step of the compression process is standard quardiion on the input mesh vertices. Figure 1
shows an example input mesh with an area of detailed marked @nthree different levels of bit precision
used on the vertex coordinates in the marked area.
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Figure 1: Input mesh with detail marked, and detail area with di erent levels of quantization

Quantization determines tolerance between the original ah resulting meshes, and allows for some
compression at a cost of accuracy. The quantization step ibeé only step in the mental mesh compression
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mental mesh Compressionb Decompression and Decoding

process which can be lossy. The amount of loss is controlledybthe number of bits chosen to quantize
the mesh. mental mesh supports up to 31-bit quantization. Ithe number of quantization bits chosen
equals or exceeds the precision of the input data, then the gutization step is lossless. For instance, the
guantization step, and therefore the entire mental mesh copnession process, can be made lossless on the
vertex data used in the OpenGL ES and M3G programming interfaes for mobile devices by choosing
8-bit or 16-bit quantization. See [2] for information regarding OpenGL ES and M3G.

The second step of the compression process is the construmti of an encoding data stream from the
guantized mesh. It is a lossless process which does not affelse vertex positions of the quantized input
mesh and preserves topology. The encoding data stream coimtsvalence and topological information and
is constructed in a region-growing process.

The third and ®nal step of the compression process is to useasidard, lossless entropy coding on the
encoding data stream in order to compress it. The symbols inhe data stream are re-ordered before
compression in order to improve coherency, and thus perforrance of the entropy coding. The resultis a
binary stream which takes less space in memory than the inpuhesh. Figure 2 shows the encoding and
compression processes.

—> 3, 3,2, BOUNDARY, 1, 3, ..—>» 010011000101.

Figure 2: Quantized mesh, its encoding data stream, and the ampressed form

Decompression and Decoding

A mesh which has been compressed with mental mesh can be reeoed by performing entropy decoding
on the data stream and decoding the mesh. The result is a meshigh is identical to the quantized version
of the input mesh. Figure 3 shows this process.

010011000101.—/> 3, 3, 2, BOUNDARY, 1, 3, ../

Figure 3: mental mesh decompression process

The ®rst step of the decompression process is standard engsodecoding. It produces the sequence of
symbols that was used to encode the quantized input mesh. Theecond step of the decompression process
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mental mesh Compressionb Features

is to decode the mesh. The decoding is performed by interprigtg symbols in the decompressed data
stream. Once decoding is complete, the quantized verticeshich were read are converted to oating-point
values.

The resulting mesh has an identical topology to, and vertexgsitions within quantization tolerance of, the
original mesh.

Features

The features of mental mesh 3D compression include:

Acceptance of any indexed triangle mesh as input

Pre-processing for degenerate meshes

Vertex welding for improved performance

User-controlled quantization level or, alternatively, lossless compression
Results which are coherent across architectures

Compatibility with the OpenGL ES and M3G 3D programming inte rfaces
Region growing technique which favors entropy coding

Preservation of topology

Geometry re-ordering which improves hardware rendering peformance
Triangle map computation for compression of mesh attributs
High-performance, prediction based compression of mesh #&ibutes

Any indexed triangle mesh may be used as input to mental mesRegenerate meshes, i.e., those which have
non-manifold edges, non-manifold vertices, degenerateitngles or non-orientable triangles, are mended
automatically, and vertices with identical position are meged. The latter is to improve performance since
it is more ef®cient to encode one region of many triangles raer than many regions of few triangles.

Vertex positions and per-point attribute values can be eiter quantized or compressed as-is as given 32bit
“oating point values without any loss of precision. Quantization of mesh data can be desirable for two
reasons. First, some compression is gained by quantizing.h& greater the acceptable quantization error,
the better the compression. Second, quantizing allows albenputations to be accomplished with integer
arithmetic, thus ensuring comparable results across diffent architectures. The amount of quantization
can be controlled by the user, ranging from 4- to 32-bit precsion per vertex coordinate, depending on how
much loss can be tolerated. The quality sacri®ced by quantimy the original mesh data is the only sense in
which mental mesh compression is lossy.

Even though one can achieve extremely high accuracy by chogj a high quantization level, it can be an
important issue in some application scenarios to store theriginal data in full “oating point precision.
mental mesh offers an additional option to switch off quantzation completely and still achieves a high
compression ratio. Concerning the portability for decompressing meshes across different platforms require
compatibility with the “oating point arithmetic according to the IEEE-754 standard. Options concerning
guantization precision and lossless mode can be speci®ed éach attribute separately, including geometry.

The compression developed for mental mesh is fully compatie with the OpenGL ES and M3G 3D
programming interfaces for mobile devices, which use 8- or @-bit vertex precision. A choice of 8-bit
guantization leads to lossless compression on OpenGL ES mieslata. On M3G 3D data, a choice of 8-
bit quantization leads to lossless compression if 8-bit gauetry integers are used, where a choice of 16-bit
guantization leads to lossless compression if 16-bit geortrg integers are used. See [2] for information
regarding OpenGL ES and M3G.
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Regions are grown according to the geometric properties ofrie surface, in particular curvature. Triangle
encoding involves storage of 2free valence®, which is the maber of unencoded triangles adjacent to the
vertex being processed. Growing the region according to cuature tends to cluster vertices of similar free
valence in the encoding data stream, which improves entropgoding performance in the last step of the
compression.

The mental mesh compression algorithm preserves the topaly of the incoming mesh. Vertices and
triangles are re-ordered in a way that is well-suited to techiques which are sensitive to vertex caching,
such as hardware rendering.

An option to produce a triangle index map and a vertex index maiis provided. These maps link triangles
and vertices in the input mesh to decoded ones, which allow®streconstruct the original ordering.

Benchmarks

Benchmark tests were run on a Linux 64-bit machine with two 36 GHz processors and 4GB RAM. Several
different types of models and quantization levels were usedn general, the more bits used for quantization,
the better the result visually. 31-bit quantization is the nost accurate available in mental mesh compression.
The compression ef®ciency is compared against a binary sége in an indexed facet set format with 12
bytes per vertex and 12 bytes per triangle. Note that 1 Kb = 102bytes and 1 Mb = 1024 Kb.

Entertainment Models

Models for entertainment purposes include those for gamesnovies and commercials. They often are
well-behaved models which can be processed very ef®ciently mental mesh technology.

Model name: Subdivision Castle

Input precision: 32 bits/coordinate

Number of triangles: 1.19 million

Number of vertices: 596 K

Storage space (binary): 21.5Mb

Properties: genus 0, regular subdivision mesh, no creases

Compression statistics:
# quantization bits/coordinate 8 13 20 lossless
# tris processed/sec (in thousands) 231 293 284 267
compressed surface size 145.8Kb 371.9Kb 851.6Kb 1988.1Kb
compression ef®ciency (bits per vertex) 2.0 5.1 11.7 27.3
% of original space required 0.7% 1.8% 4.1% 9.5%
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Model name:

Input precision:
Number of triangles:
Number of vertices:
Storage space (binary):
Properties:
Compression statistics:

Human Face
32 bits/coordinate
12644
7267
239 Kb
genus 0, semi-regular mesh, smooth geometryy mrease angle

Properties:
Compression statistics:

# quantization bits/coordinate 8 13 20 lossless
# tris processed/sec (in thousands) 272 266 242 234
compressed surface size 10.0kb 22.6Kb 40.5Kb 61.7Kb
compression ef®ciency (bits per vertex) 11.3 25.5 45.6 69.5
% of original space required 4.3% 9.7% 17.3% 26.4%

Model name: Jacket

Input precision: 32 bits/coordinate

Number of triangles: 40K

Number of vertices: 20K

Storage space (binary): 720 Kb

genus 0, semi-regular mesh with crease angleslaon-manifold edges

# quantization bits/coordinate 8 13 20 lossless
# tris processed/sec (in thousands) 335 318 279 283
compressed surface size 19.8Kb 50.7Kb 103.9Kb 147.4Kb
compression ef®ciency (bits per vertex) 7.9 20.2 41.3 58.6
% of original space required 2.8% 7.1% 14.5% 20.6%
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mental mesh Compressionb Benchmarks

Laser Scans

Meshes created from laser scans are often of poor quality. €hpre-processing done by mental mesh
addresses manifold issues and degenerate triangles.

Model name: Stanford Dragon

Input precision: 32 bits/coordinate

Number of triangles: 167 K

Number of vertices: 85K

Storage space (binary): 3 Mb

Properties: genus 55, poor quality, irregular valences, jpo triangle aspect ratios

Compression statistics:
# quantization bits/coordinate 8 13 20 lossless
# tris processed/sec (in thousands) 76 154 184 146
compressed surface size 90.4Kb 215.3Kb 418.5Kb 615.6Kb
compression ef®ciency (bits per vertex) 8.7 20.7 40.2 59.1
% of original space required 3.0% 7.3% 14.1% 20.8%

Computer Aided Design (CAD) Models

As in the other cases, Computer Aided Design (CAD) models ardandled with ef®ciency by mental mesh
technology.

Model name: Crapaudine

Input precision: 32 bits/coordinate

Number of triangles: 144 K

Number of vertices: 72K

Storage space (binary): 2.6 Mb

Properties: genus 0, quasi-regular mesh, smooth transitis, circular patterns

Compression statistics:
# quantization bits/coordinate 8 13 20 lossless
# tris processed/sec (in thousands) 345 349 326 319
compressed surface size 43.4Kb 87.8Kb 201.9Kb 346.9Kb
compression ef®ciency (bits per vertex) 4.9 9.9 22.8 39.2
% of original space required 1.7% 3.5% 8.0% 13.7%
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mental mesh Compressionb Benchmarks

Model name: DXref

Input precision: 32 bits/coordinate

Number of triangles: 55K

Number of vertices: 28K

Storage space (binary): 1 Mb

Properties: genus 0, quasi-regular mesh, many crease asgied holes

Compression statistics:
# quantization bits/coordinate 8 13 20 lossless
# tris processed/sec (in thousands) 221 264 253 242
compressed surface size 34.0Kb 75.0Kkb 147.4Kb 226.1Kb
compression ef®ciency (bits per vertex) 9.8 21.7 42.7 65.5
% of original space required 3.5% 7.7% 15.0% 23.1%

Computer Aided Design (CAD) Assemblies

Computer Aided Design (CAD) assemblies pose the problem of pssibly hundreds of separate meshes
which together form the model of an object. Performance of matal mesh is affected when the number of
meshes is very large. However, good compression ratios catilisbe obtained.

Model name: High-Resolution Car

Input precision: 32 bits/coordinate

Number of triangles: 1.2 million

Number of vertices: 606 K

Storage space (binary): 22 Mb

Properties: 256 meshes

Compression statistics:
# quantization bits/coordinate 8 16 20 lossless
# tris processed/sec (in thousands) 293 260 268 239
compressed surface size 407.3Kb 1170.0Kb 1787.1Kb 30676K
compression ef®ciency (bits per vertex) 5.5 15.8 24.1 41.4
% of original space required 1.9% 5.6% 8.5% 14.6%
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mental mesh Compressionb Benchmarks

Model name:
Input precision:

High-Resolution Car Door
32 bits/coordinate

Number of triangles: 117K

Number of vertices: 82K

Storage space (binary): 2.2 Mb

Properties: 3200 meshes

Compression statistics:
# quantization bits/coordinate 8 16 20 lossless
# tris processed/sec (in thousands) 127 126 140 115
compressed surface size 105.1Kb 303.5Kb 427.3Kb 559.0Kb
compression ef®ciency (bits per vertex) 10.4 30.2 42.5 55.6
% of original space required 4.5% 13.0% 18.3% 23.9%

Limited Input Precision Models

In some settings, such as applications run on mobile devicdsw resolution models may be used as input.
The compression technology in mental mesh performs very webn such meshes and can easily be made
lossless by choosing an appropriate number of quantizatiobits. The models in the following examples
have byte coordinates, i.e. are models with input precisionf 8 bits per vertex coordinate, meaning that
8-bit quantization results in lossless compression.

Model name: Whale
Input precision: 8 bits/coordinate
Number of triangles: 9441

Number of vertices: 5035

Storage space (binary): 173 Kb

Properties: genus 0, simple game mesh, manifold

Compression statistics:
# quantization bits/coordinate 6 8
# tris processed/sec (in thousands) 289 298
compressed surface size 4.6Kb 6.6Kb
compression ef®ciency (bits per vertex) 7.5 10.7

% of original space required 2.7% 3.9%
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Figure 4: Welding with large epsilon for vertex clustering. Left: original mesh, 158k vertices. Right: welded mesh
with 29k vertices.

mental mesh Scene Optimization

The current generation of graphics hardware is sensitive Itlo to the number of triangles and vertices sent
to the GPU and to the number of driver calls, such as OpenGL primitives.

Most entertainment or CAD scenes consist of scores of sub-ements, usually small in size and

disconnected, which sum to millions of triangles. In order b take advantage of the GPU, large scenes must
be pre-processed in order to remove some of the complexity ahrecover as much connectivity as possible.

Optimization process

The mental mesh optimization pipeline may be described in tree steps, all of which are optional.

1. Object aggregation and welding
2. Geometry simpli®cation

3. Hardware speci®c geometry optimization

Welding

Several objects in the input scene can be grouped to form a gie entity. Vertices with identical positions
can be automatically identi®ed and welded together. Weldgn commonly eliminates half of the input
vertices because of redundancy introduced by the work ow ofmost modeling tools.

Main features:
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mental mesh Scene Optimizationb Optimization process

High performance. The algorithm is hierarchical and has a coputational complexity of O (nlogn)
with respect to the aggregated input size.

The identi®cation of points is -tolerant, i.e., points within a user speci®ed distance cdre identi®ed
as well. This may also be used to simplify mesh input with artirary topology, for instance triangle
soups, via clustering (see Fig. 4).

The discontinuities of rendering attributes such as normal, materials and texture coordinates, can be
preserved. A user speci®ed parameter controls the maximuristhnce at which attributes should be
identi®ed in the parameter domain. This leads to compact aibute storage layout.

Figure 5: Simpli cation of a high resolution mesh ( 3mio triangles). Top row: Decimation to 10% and 1%. Bottom
row: Zoomed window at 50%, 10% and 1% respectively.

Simplification

mental mesh offers a high-quality mesh decimation algoritin to simplify over-triangulated objects. For a
given target mesh complexity, it preserves details of vislemportance as good as possible or, alternatively,
simpli®es the input mesh until further reduction would exced a prescribed scaling-independent geometric

error.

Main

features:

Optimized for high geometric accuracy (see Figs. 5, 6 and 8).

High performance. The overall algorithm has a computationbcomplexity of O (nlogn) with respect
to the mesh size.

Memory ef®ciency. Unlike other decimation approaches suchtas quadric-error-metric based
techniques, mental mesh simpli®cation does not require tgmorary data to be stored on mesh
primitives to evaluate geometric error, without sacri®cig accuracy.

10
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Figure 6: Left: original scene with sofas and table decoration tesselated vith 1.03mio triangles. Right: same scene
with meshes simpli ed to 50k triangles. Rendered with menta | ray * .

Figure 7: E ect of intrinsic mesh optimization in planar regions. Left: original scene. Middle: same scene simpli ed
without intrinsic optimization.  Right: same scene simpli ed with intrinsic optimization. In both ¢ ases the target
quality was set to 0.3.
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Mesh simplification comparison

T T T T T T T T T T
mental mesh 1.1 ——
gslim2.1 -------
OpenMesh 1.0 --------
Softimage XSI 6

RMB
T
i

#vertices, logarithmic

Figure 8: Accuracy comparison with two well-known public mesh simpli cation tools on a typical laser-scanned
model with 1mio triangles. (RMB equals  10log;g(root mean square error between original and simpli ed mesh),
i.e., higher values mean better accuracy)

Inner mesh fairness in "at areas (see Fig. 7).
Detection and handling of non-manifold geometry.

Customizable preservation of features along the boundaryyhich are identi®ed by a high magnitude
in curvature of the boundary line.

Handling and preservation of geometric attributes such as armals and textures with possibly
different connectivity. Seams will be preserved.

Coarsening operations preserve the enclosed volume.

Customizability. Decimation weights can be passed to the aipli®er to locally adjust the effect of
the simpli®er.

Hardware optimization

Finally, the simpli®ed scene is optimized using a proprietg algorithm to maximize the GPU performance.
Input geometry is not altered in any way except to re-order inorder to take advantage of the GPU
architecture. This algorithm is fast and leads to excellemésults for all classes of meshes such as laser-scans,
implicit surfaces and subdivision surfaces. The resultingcene is smaller, simpler and more well-suited
for hardware rendering. Rendering tests show an average fres per second increase ranging from 1.5 to
more than 20, depending on the scene. Scenes with poor occlnd, such as a mechanical assemblies with
many holes, city models and scenes with transparency, beneg®e most from the mental mesh optimization
pipeline.
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The simpli®cation step is the only one which alters the inpuigeometry. It is optional and targeted for

interactive exploration of data sets that are over-tesseé&d with respect to the scale of the scene.

An additional bene®t of the mental mesh optimization pipelne is the fully automated correction of any
possible geometry defect, for instance non 2-manifold veites and edges, non-orientable surfaces, and
degenerate primitives. The optimized scene may then be pressed with algorithms requiring 2-manifold,
connected geometry, such as mesh waterproo®ng and signiisape registration, or curvature estimation.

Benchmarks

Benchmark tests were run on a Linux 64-bit machine with two 32 GHz processors and 2GB RAM. An
NVidia Quadro FX 3000 was used for hardware rendering. Seveai different types of scenes were used.
The scenes were simpli®ed so that the total triangle count waeduced by at most 75%.

Model name: Airport

Optimization statistics:
scene state original optimized
# triangles 20 million 5 million
# vertices 32 million 6 million
# objects 85000 410
avg frames/sec (hardware rendering) 0.5 7.2

Model name: City of Berlin

Optimization statistics:
scene state original  optimized
# triangles 3 million 0.8 million
# vertices 5 million 1.2 million
# objects 15500 17
avg frames/sec (hardware rendering) 3.8 17

Model name:
Optimization statistics:

CAD Automobile Dataset

scene state original optimized
# triangles 6.5 million 1.9 million
# vertices 7.8 million 2.2 million
# objects 4100 54
avg frames/sec (hardware rendering) 2 14

Integration of mental mesh

The technology contained in mental mesh is available as atdry for integration into third-party software.
The C++ interface allows for mesh encoding and compressioma for mesh decompression and decoding.
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Scene optimization is also available. Supported platformisiclude Windows and Linux, with 32-bit or
64-bit architecture.

14 mental mesh Functional Overview, doc. 1.10 CopyrightC 2008 mental images



Bibliography

Bibliography

[1] C. Touma and C. Gotsman. Triangle mesh compression. IiGraphics Interface Conference Proceedings
pages 26 - 34, 1998.

[2] K. Pulli, T. Aarnio, K. Roimela and J. Vaarala. DesigningGraphics Programming Interfaces for Mobile
Devices.IEEE Computer Graphics and Applications 25(6): 66 - 75, 2005.

Copyright C 2008 mental images mental mesh Functional Overview, doc. 110 15



